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Abstract—The UIUC team participated in two tasks in the 
LoReHLT17 evaluation: Entity Discovery and Linking (EDL) 
and Situation Frames (SF). In this document, we describe the 
approaches and results for each task.  
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I. INTRODUCTION 
This document describes the UIUC submissions for entity 

discovery and linking (EDL) and situation frames (SF) for the 
LoReHLT 2017 shared evaluation.  

The two surprise languages were Tigrinya (IL5) and Oromo 
(IL6). Both language are spoken in the Horn of Africa region 
around Ethiopia and Eritrea. IL5 and IL6 are similar to 
Amharic and Somali respectively.  

LORELEI evaluations are intended to simulate the 
information resources available during a real-world incident, 
specifically in regions where the languages spoken are 
considered low-resource. In this evaluation, the incident was a 
collection of events including Oromo protests and cholera 
outbreaks in the Horn of Africa region. These incidents 
affected areas speaking both languages.  

In contrast to the LoReHLT evaluation in 2016, the named 
entity recognition (NER) task was expanded to include entity 
discovery and linking (EDL). In this task, mentions from NER 
are linked to a knowledge base. A knowledge base was 
provided by the organizers of the task, based mainly on 
GeoNames for GPE (geopolitical entities) and LOC 
(locations), augmented with CIA World Factbook Appendix B, 
CIA World Leaders and some new entries created specifically 
for the focus. 

II. SUBMISSION HIGHLIGHTS 
In the EDL task, our NER was driven largely by intensive 

manual labelling by non-speakers, and a novel weighted 
training regime that is resilient to annotation errors. At entity 
linking time, we used a simple string matching system, along 
with an online search engine to link popular candidates.   

For SF, we expand the dictionary without the knowledge of 
the incidental language by using cross-lingual embeddings, 
which improves our performance by nearly 50% relatively. 

III. ENTITY DISCOVERY AND LINKING (EDL) 
Our entity discovery and linking (EDL) system is 

comprised of a three-step pipeline: named entity recognition 
(NER), name translation (NT), and entity linking (EL). These 
tasks were performed independently, in sequence. 

A. Named Entity Recognition 
The challenge in low-resource NER is gathering data for 

training. Our main approach was to annotate data manually, 
primarily using non-speakers of the language, but in some 
cases, corrected by the native informant.  

Development Sets. The time between the start and 
checkpoint 1 was spent solely in formatting data and preparing 
submissions. We built our development sets following 
checkpoint 1 and the release of Set 1. In each language, we 
took 100 documents from Set 1 and used the best model we 
had at checkpoint 1 to annotate the data. We then corrected 
these dev sets by hand. Despite these corrections, this meant 
that the labelling of the dev set was skewed towards the first 
weak model. Dev set statistics are in Table 1.  

Training data. Over the remainder of the evaluation, we 
gathered data for training, testing periodically on our dev sets.  

The IL5 package included an old REFLEX package, which 
contained a large amount of annotated NER data, as well as 
nearly 10,000 lines of parallel text. The REFLEX annotated 
data uses a different tagset from the evaluation, and probably 
outdated annotation strategies. Two of the tags (TIME and 
TTL) could be safely removed, but the LOC tag encompasses 
both GPE and LOC in the LORELEI tagging scheme. Testing 
on the REFLEX dev set, we found that the REFLEX training 
data had poor recall for the PER tag. Further, inspection of the 
data, suggested that the ORG tag was applied differently than 
the LORELEI guidelines. For example, entities such as 
“Government of Ethiopia” were marked as ORG. In the end, 
we removed all TIME and TTL tags, converted all LOC tags to 
GPE, and corrected a small number of ORG tags 
systematically. We spent a small amount of time separating 
LOC from ORG, but left a large number of training examples 
untouched. In the end, we included the entire REFLEX set 
(train and dev) in our training data.  



Because of the problems described above, we also elected 
to annotate text using the parallel data included in the REFLEX 
package. At first, we tried automatic annotation by annotating 
the English side and projecting labels based on phonetic 
similarity. This proved to be noisy, so we switched to manual 
annotations. We used our best model to annotate the data first, 
and then presented it to annotators to correct. We had 3 
annotators, none of whom speak Tigrinya, or any language 
similar to it. In our interface, we displayed both the English 
and Tigrinya sentences. Usually, it was straightforward to find 
corresponding entities in both languages. This yielded 114K 
tokens of annotated data.  

IL6 had far fewer data resources, but is written in Latin 
script, and uses capitalization. These features seem like they 
should be useful, but unguided annotation proved difficult 
nonetheless. Our first set of annotated data came from our 
sentence-based annotation tool1. This tool takes a small set of 
seed names in the target language and returns sentences 
containing those names. The annotator tags these names, and 
whatever other names appear in those sentences. As new 
names are tagged, the system retrieves a limited number of new 
sentences containing those names. This process continues until 
a fixed set of sentences is gathered. We gathered 310 sentences 
this way.   

Using this data, we trained an NER model, and used it to 
annotate all of Set 1. These weak annotations were presented to 
an annotator in a more traditional document-based format. One 
of the authors spent 4 of the 5 hours with the IL6 native 
informant carefully annotating the dev set. This process helped 
the author understand many nuances of the language, and 
allowed much better unguided annotation of the training set. 
We gathered 201 documents with 73K tokens this way. 

For both languages, we annotated a relatively small number 
of tweets, mainly focusing on hashtags and Twitter handles, 
being tokens not typically present in news text. In addition, we 
manually classified about 300 Twitter handles and used them 
as rules to annotate in an automatic post-processing step. 

Our Models. We used two models for training. The first is 
Illinois NER [1], run in a standard fashion, in particular using 
as features Brown clusters trained over Sets 1 and 2 of the 
incident language data. 

The second model is identical to Illinois NER, but is based 
on the observation that manually annotated data from non-
speakers tends to leave many entities untagged. In training, this 
model downweights all instances without a name tag. If a word 
has been tagged as a named entity, it is given full weight in 
training. If a word was not tagged, we realize that it could be a 
mistake in the annotation (e.g. if the annotator does not 
recognize the entity, which is common given the annotator 
does not speak the language) and give the word less than full 
weight in training.   

 

 

 

                                                             
1 https://github.com/mayhewsw/ner-annotation 

TABLE I.  DATA GATHERED FOR NER 

Fig. 1. Statistics on the data gathered for NER. Details of this data are 
described in Section III. 

B. Name Translation 
The output from the NER is mentions in IL5 or IL6, but the 

entries in the Knowledge Base (KB) are in English (modulo 
alternate names in other languages). In order to search and 
retrieve in the KB, we need mentions that look like English 
names. We used several techniques for this.   

1) Romanization. 
Since IL5 is written in Ge’ez script, we romanized it using 

first the transliterator tool included in the REFLEX package, 
and then a faster version that we implemented. Both versions 
use a simple character rewrite table.  

2) Intelligent Transliteration 
We used a transliteration tool based on [2] that learns a 

different model for each entity type. During training, this 
model jointly learns transliterations as well as word 
alignments, dealing with situations where words are out of 
order in the training data. We used this only for IL5, and 
trained it on data gathered from the NI. 

3) Vowel Reduction, Word Translation 
IL6 is in Latin script, but still needs substantial 

modification to retrieve entries intelligently from the KB. We 
noticed first that in many Oromo words, each vowel is 
repeated, and that removing extraneous vowels worked well as 
a heuristic for translation. For example, “Afriikaa” becomes 
“Afrika” and “Itiyoopiyaa” becomes “Itiyopia”.  

In addition, we built a small dictionary of names and their 
translations (Lixa means West, Godina means Zone) and 
replaced words in names accordingly. 

C. Entity Linking 
The entity linking step was handled by two submodules, 

WebSearchEDL and IndexEDL. WebSearchEDL uses the Bing 
search API [3] to search the web for candidate entities using 
the English Wikipedia pages returned by Bing search for the 
strings that are annotated by the NER.  

IndexEDL is a string matching system that hierarchically 
searches for a mention match by first checking for exact match, 
then token-wise matching, then 4-gram character matches until 
a sufficient list of candidates is produced. Each candidate is 

 Num. Docs Num. tokens Num. NEs 

Dev set IL5 100 25,339 1,117 

Twitter IL5 303 5,195 731 

Train IL5 5,565 114,005 7,615 

REFLEX  468 95,301 6,317 

Total IL5 6,436 239,840 15,780 

Dev set IL6 78 18,025 1,122 

Twitter IL6 200 3,060 323 

Train IL6 511 80,736 4,422 

Total IL6 789 101,821 5,867 



scored according to the number of ngrams in common with the 
query. Once this ranked list of candidates reaches a certain size 
(in our experiments it was 20 candidates), we reranked with 
Jaccard similarity between candidate and mention. We 
calculated this similarity with respect to the closest alternate 
name for each candidate. For example, “The Federal Republic 
of Ethiopia” has a low string similarity to “Ethiopia” but the 
alternate name “Ethiopia” has a perfect match. In addition to 
string similarity, we boosted certain KB entries according to 
the feature class and feature code. If the feature class is “A” 
(for Administrative divisions), then we multiply the score by 
1.5. If the feature code contained “PCL” (for political identity) 
or “PPLC” (for capital of a political identity) then we multiply 
by 2. This effectively disambiguated situations where the 
candidates included “London” (a small town in West Virginia) 
from “London” (city in England). If a score was below a 
certain threshold, we linked to NULL. We used separate 
thresholds for each type, noting that GPE is far more likely to 
be found in the dictionary, and therefore has a higher threshold. 
We tuned these thresholds manually on a small number of 
manually linked mentions. 

Our intuition was that the WebSearchEDL was high 
precision and the IndexEDL was high recall, so our final 
pipeline ran WebSearchEDL first, and IndexEDL on only 
those entities that were still unlinked. 

In the end, we ran a very simple agglutinative NULL 
clustering based on percentage string match on those mentions 
still linked to NULL.  

A challenge for the WebSearchEDL was generating a 
reliable mapping from the entities in the KB to Wikipedia. We 
observed that some of the entities in the KB which originated 
from GeoNames [4] have links to English Wikipedia articles, 
and for many records that do not have this field there exists a 
suitable wikipedia page. Since the KB entity ids for the entities 
from GeoNames are the same as the entity ids in GeoNames, 
we were able to use WikiData [5] to create a mapping from 
Wikipedia pages to KB ids. This is because WikiData has both 
GeoNames ids and Wikipedia pages as attributes for its entries.  

For the augmented entities (AUG) as well as the entities 
from Appendix B (APB) and World Leaders (WLL), we used 
Bing search and queries constructed from the KB to find 
Wikipedia pages which correspond to the entities. There are so 
few entities from Appendix B that it was easy to check if the 
Wikipedia pages found in this way were relevant to the entities 
in the KB. For WLL and AUG there were too many to 
manually check so we used string matching heuristics to decide 
whether or not to associate the KB entity with the Wikipedia 
page returned by the search. 

Using the two processes above we created a table of 
Wikipedia pages and KB entity ids. Of course, there are many 
entities in the KB which have no Wikipedia page at all which 
means this system will not link to them. We viewed this as 
acceptable for this component for which we expected high 
precision but low recall linking. 

At test time, the WebSearchEDL system searches for 
relevant English Wikipedia pages using Microsoft's Bing 
Search API.  

Based on observations on the development sets, the system 
replaces non-specific terms such as “Mount” and “Republic” 
with their English language counterparts.  Since the romanized 
representation was quite variable, we used approximate 
matching heuristics (stripping vowels and matching only 
consonants for terms with more than two consonants) to 
identify candidates for replacement.  Queries were made with 
both the original form and the modified form.  

This system showed non-trivial improvement over the 
baseline index-based system, with 1.1 and 1.7 F1 score 
improvements for IL5 and IL56 respectively. We draw some 
conclusions about this based on observing some example 
output.  

First, although we hoped to use the Bing search to short 
circuit name translation in difficult cases, particularly in 
Oromo, the input strings were still too noisy to produce reliable 
search results. Given more time we would have pursued ways 
of refining the queries either by removing commonly unhelpful 
tokens, replacing tokens that we could identify as commonly 
mistranslated or supplementing the queries with context words. 

Second, the process for choosing a Wikipedia page to 
associate with the query was overly simple. The rule was that 
the system would take the first Wikipedia page that pointed to 
a KB entity of the same type as the NER input. There are at 
least two additional improvements that could be made here: a) 
explore disambiguation pages b) explore non-Wikipedia pages 
returned by the query for links to Wikipedia. 

Although we did observe some examples in development in 
which the WebSearchEDL linked correctly when the 
IndexEDL did not, we suspect that given the noise in the 
queries and the lack of sophistication in ranking the results of 
the search, most of the entities that were linked via the 
WebSearchEDL were easily linked by the IndexEDL. 

TABLE II.  NER/EDL RESULTS FOR IL5 

Language Checkpoint NER EDL 

IL5 

CP1 61.0 26.3 

CP2 61.0 29.3 

CP3 75.1 51.3 

IL6 

CP1 38.8 7.8 

CP2 58.7 14.0 

CP3 62.5 24.0 

Fig. 2. Each column is the best run in that task from that checkpoint, but may 
not be the same submission. For NER, the reported score is 
strong_typed_mention_match. For EDL, it is typed_mention_ceaf_plus. 

D. Native Informant use for EDL 
We used all 5 hours for each native informant (NI) in each 

language. For IL5, we had the NI translate names from English 
into Tigrinya. We gathered these English names automatically 
from the REFLEX parallel data using an English NER model. 
In 5 hours, the NI translated nearly 800 names. We used these 
names to train our transliteration module for name translation. 



For IL6, we spent 4 hours on inspecting and correcting the 
dev set. One team member watched this process and learned 
several important nuances about the language, to aid in future 
unguided annotation.  The remaining hour was spent 
translating names, yielding about 200.  

IV. SITUATION FRAMES 
In this section, we introduce our system for identifying 

Situation Frames. Our system first translates the input 
documents into English word by word. After translation, for 
each entity with type GPE or LOC, we classify the surrounding 
3 segments (sentences) using binary classifiers of each need 
type or issue type. The entities come from our NER system. 

A. Word-level Translation 
The major challenge in word-level translation is to exploit 

the dictionary provided. Since both Tigrinya and Oromo 
language belong to the Afroasiatic language family, in which 
languages have complicated morphological rules, most words 
in the documents cannot be found in the dictionary directly. 
Thus we need to do stemming or dictionary expansion. 

For stemming, We use a rule-based morphology parser 
HornMorpho [6] to transform Tigrinya and Oromo words into 
their citation forms. As HornMorpho may output many 
possible forms given a single word, we look up all of them in 
the dictionary as word-level translation results. 

We use cross-lingual embeddings to do dictionary 
expansion. The monolingual documents provided in Set 0, Set 
1 and Set E are used as training corpus for the incidental 
language. We use the fastText [7] toolkit released by Facebook 
to train word embedding in the incidental language. The 
context window size is 8, and the Continuous Bag-Of-Words 
model is used. The word embedding in IL is then aligned with 
the pre-trained English embedding using the dictionary given 
in the LORELEI package. We tested two alignment methods: 
BiCCA [8] and vecmap [9]. Both methods require a dictionary 
as seeds. For IL5, the dictionary provided in the package is 
used directly. For IL6, we discard multi-word expressions and 
resolve cross-item references in a preprocessing step. For 
BiCCA, we output projected embeddings with dimension 40, 
100 and 150. Among all cross-lingual embeddings, the 40-
dimensional embedding output by BiCCA performs the best. 

TABLE III.  IL5 RESULTS 

Equivalence Class SFType SFType 
+Place SFType SFType 

+Place 

Metric Mean - 
f1 

Mean - 
f1 weighted_f weighted_f 

Dict 0.1927 0.1073 0.2451 0.1667 
Dict + Avg 0.0975 0.0949 0.1124 0.1296 

Dict + Voting 0.1162 0.0749 0.1908 0.1497 
BiCCA-Dim40 0.2433 0.1432 0.3502 0.2345 

BiCCA-Dim100 0.1932 0.1056 0.2427 0.1673 
HornMorpho 0.2272 0.1099 0.3294 0.1818 

BiCCA-Dim40 + 
Thresh. 0.3406 0.2133 0.3925 0.3275 

All + Issue 0.2978 0.2125 0.3967 0.3275 

 

TABLE IV.  IL6 RESULTS 

Equivalence Class SFType SFType 
+Place SFType SFType 

+Place 

Metric Mean - f1 Mean - 
f1 weighted_f weighted_f 

Dict 0.0296 0.0228 0.0342 0.0316 
Dict + Avg 0.0348 0.0283 0.0365 0.0352 

Dict + Voting 0.0469 0.0295 0.0596 0.0458 
BiCCA-Dim40 0.0325 0.0216 0.0588 0.0408 

Ortho 0.0393 0.0374 0.0383 0.0396 
HornMorpho 0.0613 0.0369 0.0863 0.0597 

HM + Threshold 0.0573 0.0566 0.0699 0.0734 
HM + Avg + Voting 0.0586 0.0301 0.1009 0.0595 

All + Issue 0.1418 0.0756 0.2653 0.162 
 

B. Need Classifier 
Our training data are retrieved from ReliefWeb [10]. 

ReliefWeb contains around 0.5 million reports tagged with 19 
themes. We manually map those themes to 8 need types as 
labels, and exclude the reports that are labeled with more than 
one need types. 

We use TF-IDF, Latent Semantic Indexing, and word 
embedding clustering to extract semantic concepts of the 
training data and setE documents. For word embedding 
clustering, we use fastText to train word embeddings using all 
monolingual texts in Set 0, Set 1, and Set E, which then will be 
clustered by K-Means. Each word is mapped into its cluster id. 
We can use them to construct the feature vector 	𝑉#$% ∈ 𝑅( , 
where 𝑑  is the number of the clusters. The value of each 
dimension is the frequency of the words mapped to that cluster 
in the document. 

The features are passed to various models including SVM 
(Primary model), Bernoulli Naive Bayes, K-Nearest Neighbor, 
Random Forest, and Gradient Boosting. 

The training data are randomly sampled into 100 different 
subsets and used to train the models. The results are ensembled 
in two ways. 

Averaging: Average all results trained using 100 subsets to 
eliminate the variance. 

Voting: Treat every classifier as a weighted voter, the 
weights are tuned in E07. 

C. Issue Classifier 
Instead of using complex models to build classifiers for 

issues, which need a lot of data, we use simple keyword 
matching to construct them. 

We choose annotations of issues in E07 dataset as our 
training data, and count the frequency of words in each issue 
type. The most 10 frequent words for each issue type are used 
as keywords. Then we simply test each segment with the 
keyword set to see if it contains keyword of a specific issue 



type. And finally those segments (or documents) which 
contains some issue types will be labeled as these issue types. 
The keywords we choose for each type are: 

terrorism: terrorism, terrorist, suicide, conspiracy, 
explosion, terror, bombing, iraq, bomb, isis 

regimechange: rebel, overthrow, passed, subversive, 
faction, army, fighers, regime, change 

crimeviolence: attack, attacked, attacker, arrest, fighting, 
kill, killed, shot, police, incident, coal 

D. Results 
Due to submission limits, we cannot test the performance 

of all possible model combinations. Therefore we only list 
meaningful scores we have tried in TABLE III.  and TABLE 
IV.  

V. DISCUSSION 
We found this evaluation very difficult for a number of 

reasons.  

• The shorter time frame and the addition of a 
second language and a new task meant that each 
language and task got less attention.  

• We found that the dev sets we created were not 
reliable in predicting scores or even improvement 
deltas for different models on the eval set, despite 
careful review. This made error analysis very 
difficult. 

• Since many of the entities that need to be linked 
are GPEs, one difficulty with IL6 was 
understanding the region names and divisions, 
which have changed several times in the last 
hundred years, and old names are still used in 
common writing.  

• We did a good deal of manual annotation, and 
there is a reasonable chance that we annotated in a 
different style than the eval data, despite careful 
study of the annotation guidelines. For example, 
should we annotate the “ketema” marker (meaning 
“city”)? Should we treat national armies as 
organizations? Should we annotate “Isaias 
regime” as PER or ORG? 

Nonetheless, we hope that we can build on the ideas 
formed here to produce better tools for more languages.
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