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Abstract. In this paper, we present a novel viewpoint selection frame-
work for angiographic volume data. We propose several view descriptors
based on typical concerns of clinicians for the view evaluation. Compared
with conventional approaches, our method can deliver a more represen-
tative global optimal view by sampling at a much higher rate in the
view space. Instead of performing analysis on sample views individually,
we construct a solution space to estimate the quality of the views. De-
scriptor values are propagated to the solution space where an efficient
searching process can be performed. The best viewpoint can be found by
analyzing the accumulated descriptor values in the solution space based
on different visualization goals.

1 Introduction

Direct volume rendering (DVR) is a powerful tool for angiographic volume as
it can help clinicians analyze the anatomical structures present in the volume.
Viewpoint selection is an important issue to the effectiveness of DVR. More 3D
structures can be revealed at a proper viewpoint while severe occlusion and less
informative results may be delivered at a bad viewpoint. It is time consuming
for the viewers to find the optimal viewpoints by trial and error. Therefore,
this paper addresses the problem by proposing a view-selection framework for
angiographic volume based on some objective criteria.

As mentioned in different previous works [1] on viewpoint selection, it is sub-
jective to judge the aesthetic value and appropriateness of a view. Different quan-
tifications and measurements of visual information present in an image have been
proposed. However, unlike typical view analysis, medical applications require a
more objective and effective assessment on the accuracy and performance of the
methodology. Therefore, we establish several objective criteria on the best view
for angiograms, based on the common medical concerns of clinicians.

Even though a proper view evaluation can be derived from the medical con-
siderations, optimal view searching is still a difficult problem. In order to find
the best view, a considerable amount of computations are required to analyze
different views in a huge search space. It is obvious that we cannot try out all
possible views which are infinite in number. Assumptions are always exerted on
the view selection (e.g., limited viewing angles) to restrict the range of the search
space. Methods like canonical views [2] and normal clustering [3] have been sug-
gested for aesthetic purposes, but are not always applicable to medical images.
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Some researchers proposed to use different optimization methods to search for
an optimal solution. The process is slow and may easily lead to local optimal so-
lutions. Sampling of the view space and compromising with local optimal views
are possible solutions. However, only a limited number of views are sampled for
the sake of computation and the best view may still be missed.

In this paper, we design several view descriptors based on the typical concerns
of clinicians to tackle the problems of visibility, self-occlusion and coverage of
important structures in angiograms. After that, we propose a framework that
projects those view descriptors onto a solution space where the viewpoint can
be easily selected. The solution space can be constructed efficiently in one pass
without evaluating the views individually.

The rest of the paper is organized as follows. We introduce the previous work
in Section 2 and describe the proposed framework for view selection in Section
3. The initialization process is covered in Section 4. The details about view
descriptors are explained in Section 5. The projection process is explained in
Section 6. The solution space and view selection are explained in Section 7.
Experimental results and conclusion are covered in Section 8 and 9.

2 Previous Work

Viewpoint selection is a challenging problem which has been studied extensively
in various fields, like computer graphics [4] and computer vision [5]. A proper
viewpoint can bring a meaningful and informative view to viewers. Several meth-
ods have been introduced to evaluate the quality of views using different metrics
and a recent survey can be found in [1]. Methodologies like surface area entropy
[6], curvature entropy [7], entropy of semantic parts have been studied. Vázquez
et al. [5] proposed a view selection method based on view entropy and Sbert
et al. [8] suggested the use of Kullback-Leibler distance as a view quality mea-
sure. Lee et al. [9] also proposed a view selection method based on view saliency.
Most of the works focus on mesh-based data and the evaluation is based on
the geometries present in the data. However, some measures, like visibility, are
not clearly defined in volume data where geometry is usually not present. Semi-
transparent structures present in the image may be considered as meaningful
characteristic features in volume rendering. Previous works on view selection for
volume data are scant. Recently, Bordoloi and Shen [10] suggested the use of
a voxel-based entropy function as a goodness measure of viewpoints. Takahashi
et al. [11] proposed to decompose a volume into feature components and a best
view is computed by compromising between different local optimal viewpoints.
Some related approaches can also be found in [12].

3 Overview

We propose a framework for view selection by propagation of view descriptors
on a solution space and the pipeline is shown in Figure 1. During the initial-
ization process, regions of interest (ROI) and the corresponding boundaries are
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defined by users. Values are assigned to the view descriptors of each voxels. The
propagation of the view descriptors is performed by projecting the values along
different directions onto the boundaries of the volume, which constitute the final
solution space. Optimal views can be found by searching in the solution space
which is represented as a color-encoded projection map. To deliver proper results
that conform with clinical requirements, we proposed several view descriptors
for angiographic visualization, namely visibility, coverage and self-occlusion.

(a) (b) (c) (d)

Fig. 1. Viewpoint selection pipeline: (a) selecting ROIs and boundaries; (b) initializing
the view descriptors; (c) propagating view descriptors to the boundaries; (d) selecting
viewpoints from the projection maps

4 Initialization

In the conventional approaches, the objects of interest are always assumed to be
located at the center. Instead, we allow viewers to define the region of interest
in the volume such that a good view can be found accordingly. The viewpoint
is placed on a view sphere (i.e., a fixed distance away from the ROI) while the
exact position depends on the view evaluation result.

To ease the difficulty in the user selection process in angiograms, a MIP-guided
selection method [13] can be used to define regions of interest (i.e., voxels to be
visible in the final view) by selecting the projected voxels in a MIP. Besides, the
user can label those voxels in the slices of the volume. For simplicity, the voxels
of interest can be specified using the histogram. After selecting the voxels of
interest, a bounding region is generated automatically. The region encapsulates
all the selected voxels and the voxels on the boundary of the region will become
the starting points of the projection process. The simplest way is to construct a
rectangular bounding box.

However, to ensure a proper and efficient projection, the region should be
a tight minimum bound. This minimizes the initialization cost and increases
the significance of the projected result. A bounding region may be too large if
the selected points are sparse (e.g., irregular structures and branches of vessels)
in the volume. To solve this problem, clustering is performed on the selected
points and smaller regions are formed. A large vessel tree may be clustered into
smaller branches. The projection process will then be conducted on each clus-
ter individually. As the propagation is partially driven by the shape of the objects
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of interest for determining the normal direction for projection, it is important to
select appropriate points on the boundary of the objects to preserve the shape.

The voxels on the bounding region are the starting points of the propagation
process. Each of them is assigned a set of initial values of view descriptors (see
Section 5). In our experiment, we initialize values for visibility by performing
ray-casting from each boundary voxel to all the selected points. The initial value
is given by the average of the accumulated opacity of the rays. It estimates the
obstruction caused by the voxel and indicates the visibility within the bound-
ing region at the voxel. Besides, a value of coverage is assigned to each initial
boundary voxel according to the importance given by the user. If no importance
values are given, every voxel is assigned a constant value.

5 View Descriptors

View descriptor is a term used to describe the criterion employed in the view
evaluation process. The choice of the descriptors depends on the visualization
goal and also the effectiveness of the measures. In our proposed framework, we
adopt the visibility, coverage and self-occlusion as they are the practical criteria
for a clinical view on angiograms. They can be applied on volumetric data and
are tailored for angiographic purposes.

The visibility descriptor, similar to the visibility ratio, represents the effect
of one object in space blocking another object from view. However, unlike the
surface-based model, the value indicates the level of obstruction of voxels in the
volume data. We assign an occlusion value to each voxel according to the transfer
function. A more opaque voxel has a higher occlusion value. In the propagation
process, the accumulated occlusion values projected onto the solution space in-
dicate the visibility of the views. The coverage descriptor, on the other hand,
indicates the exposure of the object to the view. In a surface-based model, it is
easily found by considering the area of surfaces visible to the view. In the vol-
ume data, we try to maximize the number of boundary voxels visible to the view.
Besides, we propose another descriptor to indicate the degree of self-occlusion.
In a volume data with complicated anatomies, the structures (e.g., vessels) may
obscure each other in the view. The value of the self-occlusion descriptor tries
to indicate the possible occlusion existing in the view.

Actually, our framework does not exert any restriction on the use of view
descriptors. More complicated and high-level semantic descriptors can be used
to suit different applications. However, the above descriptors can satisfy the
typical requirements of clinicians for angiographic purposes.

To evaluate the quality of a view, we establish a view measure which consists of
a composite value of the view descriptors. Instead of sampling the view space and
evaluating the views one by one, we reverse the process and project the values
to the solution space. An estimated global optimal view can be found efficiently
by searching in the solution space. Different from the typical approaches which
make assumptions on the orientation of the structures in the volume and only
select views in a certain range of directions, our method allows the search space
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to span all possible directions. It is more reasonable for medical images in which
hidden pathologies may exist at different positions and orientations.

5.1 Visibility

The optimal view should attain the highest visibility and the region of interest
should not be occluded by irrelevant structures. Therefore, we design a view de-
scriptor to indicate the degree of occlusion caused by the context. Typically, the
visibility problem can be solved easily for surface-based models. However, such
surfaces are not defined in volume data and the occlusion is due to the opaque
voxels in the context. Therefore, each opaque voxel is assigned an occlusion value
and is propagated to the solution space (Figure 2(b)). As the occlusion effect is
more severe if the voxels locate in between the viewpoint and the ROI in the
normal direction, the projection direction always coincides with the normal of
the ROI. The viewpoints at the normal receive the highest projected value while
those views farther way from it receive a lower value. The projection is performed
on all the contextual voxels and the values accumulate at the boundary planes
(solution space). The higher the accumulated value, the higher the occlusion
level. Therefore, a good view should keep this value at a minimum or zero.

5.2 Coverage

The quality of the view may not be good even if it attains a high degree of
visibility. For instance, an unoccluded view may only reveal a small portion of
the ROI. Besides, there may be many candidate views which have high visibility,
therefore, we should have an additional criterion to evaluate the goodness of a
view. Following the basic idea of surface area entropy [6] in a polygonal scene,
we propose a descriptor for coverage of ROI in volume data which can be then
propagated from the boundary of the ROI (Figure 2(c)). Users may specify
certain regions that they are interested in and assign different coverage values
according to the importance. After that, the value will be propagated, in a similar
manner, along the nomral direction of the ROI.

5.3 Self-occlusion

Angiograms are usually cluttered and fuzzy in nature. Self-occlusion between the
vessels within the ROI usually exists and should be minimized. However, it is
infeasible to perform a surface-based visibility test on such a complicated scene.
Therefore, we assign occlusion values to different parts of the object according
to their opacity and then compute the mutual occlusion effect among them.

First, we build an octree of the angiographic volume. The voxels of interest are
labeled and structures are encoded into the nodes of the octree. Then, we perform
clustering based on the similarity of the neighboring voxels (e.g., opacity or other
high-level feature measures). Smaller nodes are clustered into larger nodes for
the sake of efficient computation. A vessel tree structure is represented by a series
of nodes of different sizes (Figure 2(a)). To analyze the possible self-occlusion,
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we project each node to the projection plane in all directions from the node to
other nodes (Figure 2(d)). Similar to the previous case, the projection value and
the kernel depend on the size of the node, opacity, distance, etc. The running
time of the process is O(n2), where n is the number of nodes. For the sake of
performance, we limit the number of nodes by pruning the tree and ignoring the
nodes of smaller size. This does not affect the final result much as the occlusion
effect of an isolated voxel (e.g., noise) is insignificant.

(a) (b) (c) (d)

Fig. 2. View descriptor projection: (a) octree representation; (b) visibility projection;
(c) coverage projection; (d) self-occlusion projection

6 Projection

After defining the region of interest and initializing the corresponding descriptor
values, a propagation process is performed by projecting the values onto the view
solution space. One major assumption of the projection process is that the best
views are always located at the front of the object (i.e., normal direction). This
results in a high projected value for those views. The views with larger incident
angle (i.e., deviated from the normal direction to the object) should receive a
lower value. The projection depends on the orientation and distance of each
voxel from the viewpoint. During the projection, we try to propagate the effect
of descriptors exerted by the voxels to a solution space and the projected values
on the solution space should be an accumulated effect from different voxels. This
method is different from the conventional approaches which try to compute the
accumulated effects on each view individually. The values are projected onto
the boundaries of the volume. The six boundary planes, in the case of a cubic
volume data, become the solution space for view analysis. Each pixel on the
plane actually represents a viewpoint at a certain viewing direction from a fixed
distance to the center of the region of interest.

Instead of projecting values at all directions, we only project at the normal
directions of the ROIs. This is based on the previous assumption on the best
view. The opposite direction to the normal represents a back face to the view.
To avoid unnecessary projections and increase the efficiency of the process, only
the normal direction should be considered for each projection. Actually, the pro-
jection is similar to splatting and the projected region depends on the position
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of the source, the projection plane and also the parameters used. Unlike uni-
directional splatting, our projection direction also depends on the shape of the
object. Although the projection kernel should take the shape of the object into
account for the highest accuracy, a uniform gaussian kernel is used as it can
relieve the effort for the shape computation which is view dependent. This gives
satisfactory results in our experiments as all the voxels contribute to the final
result, and the shape can be preserved in a large extent during the propagation.

7 Solution Space and Viewpoint Selection

The propagation process terminates at the boundary of the volume. Each pixel in
the boundary planes receives values of descriptors from different projection rays
passing through it. The boundary voxels with the projected values constitute
the solution space for view selection. The feature vector (view measure) of a
boundary voxel can be represented as

v(x) = {v1, v2, . . . , vk} where vi =
1
n

n∑

j=0

Pi(j, x) (1)

vi represents the averaged projected value of descriptor i at position x. The
feature values accumulate the contributions of different voxels and each voxel
propagates view effects to different views in the solution space. By analyzing the
values in the solution space, good views can be selected according to different
visualization goals.

To allow users to select a proper view according to their preferences, we display
the feature values in the solution space by unfolding it into a plane, which we
refer to as projection map, to show the results of the propagation. To visualize
the feature vector of the map elements, the values of the view descriptors are
encoded into different color channels (e.g., RGB), as shown in Figure 3. The
vector values can also be integrated into a composite value as

I =
k∑

i=0

αivi (2)

where αi is the weight given to the descriptor vi (it may be negative for some
descriptors like visibility and occlusion to penalize such effects). The weights can
be learnt using machine learning approaches or determined by users according to
their visualization concerns. The composite value can indicate the quality of the
view at a specific viewpoint given by the corresponding boundary voxel location.
To increase the stability of the view, we apply a gaussian filter to the map.

For a volumetric dataset of size 256×256×256, the map size is 393216 and each
element of the map represents a candidate view. After the propagation process,
each element should have a vector of accumulated view descriptor values. The
view space can be interpreted as an energy function of view descriptors

f(x) = α1vvis(x) + α2vcov(x) + α3vself (x) (3)



Viewpoint Selection for Angiographic Volume 535

The optimal views can be found easily using the gradient decent-based al-
gorithm or manual selection. As the propagation is completed in one pass, the
solution space can be precomputed and all the local or even global optimals can
be obtained efficiently. Due to the complex vascular structures in the images, the
view selection process can easily lead to a local optimal solution. Our method
avoids this problem by sampling at a much higher rate and thus a global optimal
solution is more likely to be found.

8 Experimental Results

We test our method with several angiographic datasets (256 × 256 × 256) with
vascular tumors. Our method is used to select proper viewpoints for diagnosis.
The optimal view should have: 1) high visibility such that the tumor can be seen
clearly without being occluded by the vessels; 2) high coverage such that more
vessels and contextual information can be found; 3) minimum self-occlusion such
that the vessels are not obscuring each other.

(a) (b) (c)

(d) (e)

Fig. 3. Experiment on angiographic data (256 × 256 × 256): (a) coverage map; (b)
visibility map; (c) self-occlusion map; (d) combined projection map; (e) selected views

Figure 4 shows the result of our experiment. To demonstrate the effectiveness
of our method, several views are selected from the regions with high and low
values in the maps. We can see that the tumor (green in color) is always occluded
by other vascular structures in the views with high visibility value. However,
among those unoccluded views, certain views may reveal more information about
the contextual structures. Therefore, we use coverage as a criterion to select
the views which can reveal more vessels. Figure 4(d) shows that more vessels
are revealed for a higher coverage value. This can be reflected in the higher
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Fig. 4. Projection maps of visibility (a), coverage (c), self-occlusion (e) and some se-
lected views from the maps (b)(d)(f)

occupancy ratio of vessels in the images. However, the large vessels near the
tumor may not be seen clearly at certain angles due to the self-blockage. To
minimize the occlusion effect among the vessels, the self-occlusion value is also
considered, as shown in Figure 4(e). This shows that some viewpoints with high
coverage may have a severe occlusion effect. A better view can be achieved
by selecting a viewpoint with a smaller self-occlusion effect. Figure 3 shows the
projection maps of visibility, coverage and self-occlusion. Some views are selected
by considering the above criteria.

9 Conclusion

In this paper, we presented a framework for viewpoint selection for angiographic
volume. View descriptors for visibility, coverage and self-occlusion of impor-
tant structures in the data are established to address the typical concerns of
clinicians. By projecting the view descriptor values onto the projection maps,
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optimal viewpoints can be efficiently found by searching in the solution space.
The effectiveness of our method is demonstrated in the experiments on differ-
ent angiograms. Compared with conventional methods, our method can deliver a
more accurate solution by sampling at a much higher rate with less computation.
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